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Summary

A computer system may experience various problems in its components, both in
hardware and in software. These problems generally do not occur frequently, but if
they are not properly handled, they may cause the entire computer system to mal-
function. Such a malfunction may not only interrupt the system’s regular operation,
but also cause data loss, and ultimately even result in financial loss to the owner
of the computer system. In order to avoid larger malfunctions, one can improve
the computer system’s ability to deal with the problems in individual components,
thereby making the system more reliable.

The context of our work is research on improving computer systems reliability
through modifications in software. Our general working area is the operating sys-
tem, typically the lowest layer in the software stack. One of the operating system’s
most important tasks is to handle hardware interaction on behalf of the applications
running on top of the operating system. This makes the operating system partic-
ularly important for reliability: not only is the operating system the first software
layer to be exposed to problems in hardware components, but it may also contain
faults itself. In both cases, if the operating system does not adequately deal with
these issues, they can affect all running applications as well.

Within the operating system, we focus on the software components that are re-
sponsible for everything related to storage, from files to storage media. These com-
ponents are collectively called the storage stack. Especially in the storage stack,
any problems can easily lead to both application failures and data loss. However, the
traditional storage stack found in most operating systems today does not deal well
with many problems. This is in part due to the fact that reliability improvements al-
ways come with additional overhead, for example in terms of performance loss and
higher resource usage. Given the low probability with which these problems occur,
it is often hard to justify such overhead.
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186 SUMMARY

In this dissertation, we explore ways to improve the overall reliability of the
storage stack, while keeping the overhead of these improvements acceptably low. We
consider four reliability threats: storage device failures, where a storage device may
not only stop working altogether but also behave in various erroneous ways; whole-
system failures, where the entire computer system shuts down unexpectedly; memory
corruption, where contents of volatile memory are changed as a result of cosmic
radiation; and software bugs, where part of the storage stack itself misbehaves due
to a programming error.

As the basis of our reliability improvements, we subject the storage stack to a
fundamental rearrangement. The heart of the traditional storage stack consists of a
file system layer and a software-implemented RAID (Redundant Array of Inexpen-
sive Disks) layer. We first split up the traditional file system into three layers. We
then move the traditional software-RAID layer between two of those layers, thereby
altering the abstraction level on which it operates. The result is a new storage stack
arrangement, which we call Loris. By design, the Loris stack copes better with
storage device failures than the traditional arrangement. Loris also has a number of
advantages in other areas.

The Loris stack thus consists of four layers. At the bottom, directly above the
operating system’s storage hardware driver, is the physical layer, which is responsi-
ble for the on-device storage layout. On top of it is the logical layer, which provides
RAID-like redundancy. Next is the cache layer, which takes care of caching file
data. The topmost Loris layer is the naming layer, which manages the file hierarchy.
The naming layer runs below the standard Virtual File System (VFS) layer, which
provides the operating system’s interface for file-related requests from applications.

In subsequent projects, we further strengthen the Loris stack against the reliabil-
ity threats. We start from a prototype implementation of the Loris storage stack in the
MINIX3 microkernel operating system, where the four Loris layers–just like the stor-
age hardware driver, the VFS layer, and all applications–run as separate userspace
processes. The MINIX3 environment already provides part of the solution for deal-
ing with software bugs. Software bugs typically result in a crash of the process in
which they manifest themselves. MINIX3 offers a basic facility to restart operating
system processes after a crash, after which it only takes a recovery procedure to re-
cover the process to its pre-crash state. The design of the actual recovery procedures
for the Loris processes is part of our research.

We develop a number of individual reliability improvements. We use a layer-
oriented approach, looking at one or more threats per layer at once. For the physical
and logical layers, we show how a system of recovery points can form the basis
for recovery from both whole-system failures and crashes in these two layers. In the
cache layer, we show how checksums can both aid in detection of memory corruption
and self-recovery of the cache layer after a crash. For the naming layer, we design a
system of transactions to allow easy recovery from crashes in this layer. In all cases,
whenever possible, we ensure that the running applications are not exposed to the
problems that occur.
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In addition, we consider software bugs in the VFS layer. It would be difficult to
implement low-overhead recovery support for this layer, and thus, we opt for another
approach. We rework the operating system such that each application gets its own
private copy of the VFS layer as well as the Loris naming layer. Then, whenever
either of these two layers fails irrecoverably, only one application is affected. We
demonstrate that further extending this idea yields a new form of computer system
virtualization. This new virtualization approach, where a virtualizing version of
Loris plays a key role, is a middle-ground alternative to the currently dominant two
types of virtualization, providing advantages beyond just reliability.

Finally, we combine all our individual solutions into a reliable, virtualizing op-
erating system storage stack. We evaluate the resulting reliability and performance,
and conclude that our work indeed adds significant reliability with acceptably low
overhead, thus proving the feasibility of our ideas. We reach a number of additional
research conclusions. We find that it is useful to consider more than one reliability
threat at once, as the same building blocks can then be reused to address multi-
ple threats. We also find that by focusing only on the storage stack, we are able
to leverage semantic knowledge about the storage stack in several beneficial ways.
Specifically for the problem of software bugs, we determine the ideal level of de-
composition of the storage stack into layers and we draw a substantiated comparison
between our individual recovery systems.


